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Executive Summary
Intel IT is expanding and evolving our “Citizen AI” framework—named iGPT—which 
enables Intel employees to use Generative AI (GenAI) to streamline processes and 
enhance efficiency. This democratized AI platform complements other AI projects, 
such as our OneAI (1AI) platform, which is tailored for high-value business unit 
use cases.1

Our Citizen AI platform empowers users to build chatbots and AI agents using 
intuitive, no-code tools. This enables them to create solutions tailored to their 
specific needs and quickly adapt to a rapidly changing business landscape.

To improve scalability and potentially reduce cost per token, we are deploying 
our Citizen AI platform, both on-premises and in the cloud, using a mix of newer 
Intel® Xeon® processors and Intel® Gaudi® accelerators. The exact hardware 
depends on the AI use case and models. 

We expect to see a lower cost per token with this infrastructure, based on 
research that demonstrates Intel Gaudi 3 accelerators can produce more work 
per dollar than Nvidia H100 GPUs across the same set of inferencing workloads.2

1	 For more information on the 1AI platform, read the IT@Intel white paper, “Agentic AI in the Enterprise.”
2	 Source: Signal65, February 2025, “The New AI Accelerator Economic Landscape.”

Intel IT is improving cost efficiency and scalability by running GenAI on Intel® Gaudi® 
AI accelerators and newer Intel® Xeon® processors—both on-premises and in the 
cloud—using an open-source infrastructure stack that simplifies deployment
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Background
As we discussed in our previous IT@Intel white paper, 
“Democratizing the Use and Development of Generative AI 
Across Intel,” we are developing and expanding a framework 
that supports “Citizen AI”: AI projects undertaken by end 
users who have little or no prior expertise in AI.3 These long-
tail, bottom-up productivity improvements enable numerous 
small projects to collectively contribute to substantial 
productivity gains. Our Generative AI (GenAI) framework 
empowers end users to safely use GenAI without requiring 
them to rebuild common solution components, thereby 
reducing security/privacy risks and enhancing time to value.

Since launching our GenAI framework, we have seen a 
growing demand for efficient GenAI processing capabilities. 
We’ve also discovered that not every use case requires a 
frontier model (see the sidebar, “Know Your AI Model Types”). 
In many cases, we can use a large language model (LLM) like 
Llama 3 70B and Qwen3 30B, or even a small language model 
(SLM) such as Mistral 7B and Qwen3 8B, to control per-token 
costs. However, even these models can incur a substantial cost 
per token. We needed a way to support burgeoning Citizen AI 
with a scalable infrastructure that delivers a low cost per token 
compared to public cloud providers’ infrastructure. 

Solution Overview
Currently, we are deploying portions of our GenAI 
framework’s inferencing workloads on Intel® Xeon® 
processors and Intel® Gaudi® AI accelerators, both on-
premises and in the cloud, using multiple cloud service 
providers. We are using IBM Cloud to support Intel Sales and 
Marketing Group (SMG) AI use cases as well as the Denvr 
Dataworks cloud-based platform and on-premises models 
to support our general-purpose Citizen AI platform, iGPT. 

3	 We also support larger, top-down AI enterprise applications delivered by expert teams. 
For example, read our IT@Intel white paper, “Agentic AI in the Enterprise.”

Deploying GenAI workloads in the cloud provides hybrid 
scalability for our growing AI workloads. We enhance 
security by deploying inference workloads on Kubernetes-
based single-node and multi-node virtual server instances. 
In addition, on-premises Intel Xeon processor- and Intel 
Gaudi accelerator-based servers host our file-based 
retrieval-augmented generation (RAG) solution, which 
allows users to securely load and “chat” with their own 
files and also enables enterprise AI use cases. 

Based on industry research, we anticipate that using Intel 
Gaudi accelerators will provide a competitive advantage in 
AI processing compared to GPUs. For example, researchers 
found that Intel Gaudi 3 accelerators produced more work 
per dollar than Nvidia H100 GPUs, across the same set of 
inferencing workloads. In benchmarking tests, the Intel 
Gaudi 3 accelerator advantage ranged from 10% to 250%.4 

We are gradually transitioning from commercial LLMs 
to open-source LLMs running on Intel® hardware, either 
on-premises or in the cloud. This gradual process includes 
testing the models for various use cases (such as agentic AI 
or RAG) in a pre-production environment. As our confidence 
in a model’s performance for that use case increases, we then 
move the model to the production environment. 

For both our cloud-based and on-premises Intel Gaudi 
accelerator infrastructures, we are using the Intel® AI 
for Enterprise Inference stack. The Intel AI for Enterprise 
Inference solution is an open-source, standardized, 
modular, and heterogenous hardware and software stack—
including pre-built LLMs—that significantly simplifies and 
streamlines building enterprise AI applications and RAG 
solutions using Intel Gaudi accelerators. 

Solution Architecture
The Intel AI for Enterprise Inference stack (see Figure 1 
on the following page) streamlines and enhances the 
deployment and management of AI inference services on 
Intel hardware, both on-premises and in the cloud. Using the 
power of Kubernetes Orchestration and other open-source 
tools, this solution automates the deployment of LLMs, 
provisions compute resources, and configures optimal 
settings to minimize complexity and reduce manual tasks—
all using a proven and secure tech stack. The stack provides 
highly secure user isolation through LiteLLM Gateway and 
usage insights through Langfuse observability. 

To meet diverse enterprise needs for flexibility and 
scalability, the stack supports a broad range of Intel 
hardware platforms, including Intel Xeon processors 
and Intel Gaudi AI accelerators. It is also compatible with 
OpenAI standard APIs, enabling seamless integration to 
enterprise applications both on-premises and in cloud-
native environments. This compatibility enables us to use 
the full range of Intel hardware capabilities while deploying 
AI models with ease, and we can efficiently configure and 
evolve our AI infrastructure to quickly adapt to new models 
and meet growing demands. 

4	 Source: Signal65, February 2025, “The New AI Accelerator Economic Landscape.”

https://www.intel.com/content/www/us/en/it-management/intel-it-best-practices/democratizing-use-development-gen-ai-paper.html
https://www.intel.com/content/www/us/en/it-management/intel-it-best-practices/democratizing-use-development-gen-ai-paper.html
https://www.intel.com/content/www/us/en/it-management/intel-it-best-practices/agentic-ai-in-the-enterprise.html
https://www.intel.com/content/www/us/en/developer/topic-technology/artificial-intelligence/enterprise-inference.html
https://www.intel.com/content/www/us/en/developer/topic-technology/artificial-intelligence/enterprise-inference.html
https://www.intel.com/content/www/us/en/content-details/849557/intel-gaudi-3-ai-accelerator-performance-and-economic-analysis-white-paper.html
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Figure 1. The Intel® AI for Enterprise Inference stack simplifies 
the deployment and management of AI inference services on 
Intel® hardware, both on-premises and in the cloud.

Software Stack
Key components of our inferencing software stack include 
the following:

•	 Kubernetes Orchestrator automates the deployment, 
scaling, and management of containerized applications, 
delivering high availability and efficient resource utilization.

•	 Helm binaries install, upgrade, and uninstall Kubernetes 
applications.

•	 Reverse proxy, such as Ingress NGINX Controller, is a 
high-performance reverse proxy and load balancer for 
traffic that is responsible for routing incoming requests 
to the appropriate services within the Kubernetes cluster. 
It provides seamless access to deployed AI models.

•	 Container Storage Interface (CSI) Provisioner is a 
standard for exposing arbitrary block and file storage 
systems to containerized workloads. With CSI, the 
Kubernetes volume layer becomes truly extensible. 
Using CSI, third-party storage providers can write and 
deploy plugins that expose new storage systems in 
Kubernetes without requiring modifications to the core 
Kubernetes code. This gives Kubernetes users more 
options for storage and makes the system more secure 
and reliable. We use the Kubernetes default, local_path, 
as well as Trident and the Common Internet File System 
(CIFS) to interface with storage systems. 

•	 Intel Gaudi Software Suite is a specialized software 
stack that includes firmware, drivers, operator, metric 
exporter, and container runtime. The suite manages the 
lifecycle of Habana AI resources within the Kubernetes 
cluster and on-node, enabling efficient utilization of 
Intel Gaudi accelerators for AI workloads and exporting 
utilization metrics.

•	 The Intel AI for Enterprise Inference stack’s virtual 
LLM (vLLM)-supported models enable the automated 
deployment and management of AI LLMs within the 
Kubernetes inference cluster. vLLM is an open-source 
high-performance LLM inference engine designed to 
make serving LLMs fast, memory-efficient, and scalable.

•	 GenAI Gateway is an integrated gateway that uses 
LiteLLM to provide flexible interfaces for routing and 
managing GenAI models. LiteLLM enables user and 
key management, user token telemetry, fallbacks, load 
balancing, and analytics for LLM inference workflows.

•	 Langfuse is an open-source monitoring solution designed 
to operate natively within Kubernetes clusters, providing 
comprehensive visibility into the performance, health, and 
resource utilization of deployed applications and cluster 
components through metrics, visualization, and alerting 
capabilities. It captures everything that occurs during an 
LLM interaction, including inputs, outputs, tool usage, 
retries, latencies, fallbacks, load balancing, and costs.

LLM Compatibility 
Intel Gaudi accelerators natively support a wide range of 
popular LLMs from Hugging Face. Customers can take 
advantage of continuously validated models that are 
optimized for Intel Gaudi accelerators, available through 
the latest Habana vLLM releases. These optimized models 
help streamline deployment and speed time to value.

Intel Xeon processors further enhance flexibility by offering 
fully up-streamed support within the vLLM ecosystem, 
enabling most LLMs to operate seamlessly on CPU-based 
infrastructure. This upstream integration provides broad 
compatibility and simplified deployment, supported by an 
officially validated model list. The Intel AI for Enterprise 
Inference stack also provides a comprehensive set of tested 
and enterprise-ready models across both Intel Xeon and Intel 
Gaudi accelerator platforms.

https://github.com/HabanaAI/vllm-fork/releases/tag/v0.9.0.1%2BGaudi-1.22.0
https://docs.vllm.ai/en/latest/models/hardware_supported_models/cpu/
https://docs.vllm.ai/en/latest/models/hardware_supported_models/cpu/
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Hardware Stack
Table 1 provides a high-level view of the inference stack’s 
bill of materials, while Figure 2 illustrates the on-premises 
infrastructure (the exact configuration of the cloud-based 
infrastructure depends on which cloud service provider 
we are using).

Table 1. Bill of Materials for Our Inference Stacks 

On-Premises Worker Node Infrastructure
Processor Intel® Xeon® Platinum 8468 processor
AI Accelerator Intel® Gaudi® 2 AI accelerators
Memory 1 TB
Frequency 2.10 GHz

Storage External Container Storage Interface (CSI) 
Provisioner

Networking 100 GB/s 
Cloud Worker Node Infrastructure
Processor Intel Xeon Platinum 8568Y+ processor
AI Accelerator Intel Gaudi 3 and Intel Gaudi 3 AI accelerators
Memory 1.7 TB
Frequency 2.30 GHz
Storage 3 TB local storage
Networking 100 GB/s (hybrid network)

Model Performance Analysis
We conducted various tests, comparing the performance of 
embedding models (as measured by latency and throughput), 
re-ranker models, and SLMs. Our results helped us decide 
which models to use on which hardware configurations.5

Embedding Models 
Figure 3 on the following page presents a detailed 
comparison of latency and throughput performance for 
the BGE-M3 embedding model across various levels of 
concurrency and hardware configurations.

•	 Intel Xeon processor-based platform. We evaluated the 
BGE-M3 model using three inference frameworks—vLLM, 
Infinity, and TEI. Among these, vLLM demonstrated the 
best performance, delivering consistently lower latency 
and higher throughput across concurrency levels than 
the other two frameworks.

•	 Intel Gaudi accelerator-based platform. We deployed the 
BGE-M3 model using the TEI framework. A two-replica 
configuration achieved significantly improved latency 
and higher throughput than a single-replica configuration, 
particularly under higher concurrency conditions. 

5	 All results are Intel IT internal measurements. See Table 1 and Figure 2 
for configuration details.

Cluster #1

Kubernetes
3 Master Nodes (Ubuntu)

Compute: 384 Vcores, Memory: 3 TB

Intel® Gaudi® 2 Accelerators
4x Worker Servers

Intel® Xeon® Scalable Processors (4th Gen)
20x Worker Servers

Compute: 3,264 Vcores, Total Memory: 20 TB

10G Network

100G Network

Per Node Configuration
Compute: 152 HT-Cores (76x 2-Socket)
Memory: 1 TB
Storage: 7.5 TB Local Storage
Accelerators: 8x Intel Gaudi 2 cards

Per Node Configuration
Compute: 192 HT-Cores (96x 2-Socket)
Memory: 1 TB
Storage: 27 TB Local Storage

Data Sources Local Storage

10G Network

Figure 2. On-premises infrastructure architecture.
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Figure 3. Embedding model performance comparisons (batch=1).

Re-Ranker Models
Figures 4 and 5 on the following page show a detailed 
latency/throughput and quality comparison of re-ranker 
models deployed on Intel Xeon processor-based servers, 
using the vLLM inference framework. Across all three 
quality evaluation metrics—Mean Reciprocal Rank (MRR), 
Hit Rate, and Normalized Discounted Cumulative Gain 
(NDCG)—the BGE-Re-ranker-Base model consistently 
outperforms ms-marco-MiniLM-L-4-v2 at every value 
of k. Although MiniLM offers lower latency, its ranking 
quality is noticeably lower. Retrieval accuracy is our 
primary requirement; therefore, we selected the BGE-
Re-ranker-Base model for deployment because it offers 
higher throughput. The improved relevance and ranking 
performance justify the trade-off in latency.

SLM Models
Figure 6 compares latency to concurrency levels for several 
SLMs, while Figure 7 compares Time To First Token (TTFT) 
for some of the same models. These graphs confirm that 
average latency increases steadily with higher concurrency 
and larger input token sizes across all models. Qwen3-
4B.w8a8 (a quantized model of Qwen3-4B) consistently 
delivered the lowest latency and scaled the best, while 
Qwen3-4B-Instruct-2507 (an unquantized 4B model) 
shows the highest latency in most scenarios. Meta-Llama-
3.1-8B-Instruct-AWQ-INT4 (a 4-bit quantized version 
of Llama-3.1-8B) degrades sharply at high concurrency, 
especially with larger inputs (notably at 2,048 tokens). 
Overall, performance gaps between models widen as 
both input size and concurrency grow. Since our quality 
evaluation showed that both quantized and unquantized 
versions delivered comparable output quality, and given 
the significant performance advantages demonstrated 
by the quantized models, we selected the quantized version 
for our implementation.
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Figure 7. Small language model (SLM) Time to First Token (TTFT) comparisons.
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Know Your AI Model Types
Generative AI (GenAI) › various types of models, such as foundation models, frontier models, large language models 
(LLMs), and small language models (SLMs). 

A foundation model is a large-scale AI model that has been pre-trained on vast and diverse datasets (such as text, 
code, and images) and can be adapted or fine-tuned to perform various downstream tasks. It’s called a foundation 
because it serves as the base layer on which other, more specialized models and applications are built.

A frontier model refers to the most advanced, cutting-edge generation of large-scale foundation models that push 
the boundaries of capability, reasoning, and safety research. These models—such as OpenAI GPT-5, Anthropic 
Claude 3 Opus, and Google Gemini 1.5 Pro—are at the “frontier” of what’s technically possible. 

General-purpose LLMs like Llama 3 70B, Qwen3, Mistral Large, and Falcon 180B are not suited for everything that a 
frontier model can do; however, they can excel at specific tasks. For example, we have found that the Mistral 7B model 
is very efficient at text classification. 

SLMs can help enterprises strike a balance between cost, speed, and privacy. SLMs like Mistral 7B, Qwen3 8B, and TinyLlama 
1.1B are foundation models with relatively low parameter counts (typically under 10 billion). These models execute efficiently 
on Intel® Gaudi® AI accelerator cards for both training and high throughput inference, and on Intel® Xeon® processors 
for latency optimized inference workloads. They can be further trained, fine tuned, or domain adapted on Intel Gaudi 
accelerators to support advanced use cases such as code generation, automated testing, static/dynamic analysis, 
and domain specific content validation. Combining SLMs with specialized AI agents can generate excellent results.

The following table illustrates how frontier models, LLMs, and SLMs relate to a foundation model.

Model Type How It Relates to a Foundation Model
Small Language Model (SLM) Often derived from or trained in the same way as a foundation model, but scaled down for efficiency
Large Language Model (LLM) A subset of foundation models that focus on text or code
Frontier Model The most advanced generation of foundation models, built at massive scale to push the limits of capability

Fine-tuned Model A descendant of a foundation model, trained for a specific industry like retail or banking, or for a specific 
task, such as human resources or customer support

Embedding models like BGE‑M3 play a crucial role in retrieval-augmented generation (RAG) systems because they convert 
text (and other modalities such as images) into high-dimensional vectors that capture semantic meaning. These dense 
embeddings enable RAG pipelines to retrieve the most relevant context from a knowledge base by measuring similarity in 
vector space, providing the generation model with accurate and meaningful supporting information. 

Re-ranker models, such as BAAI BGE-Re-ranker-Base, are specialized models used in RAG systems to improve 
the quality of retrieved context. After an initial retrieval step—typically driven by an embedding-based similarity 
search—a re-ranker evaluates the top candidate documents more precisely, scoring them based on their relevance to 
the user query. This second-stage filtering helps deliver only the most contextually accurate and useful information 
to the generation model, significantly enhancing downstream response quality. 

Both embedding models and re-ranker models are small and are designed to run efficiently on CPUs.

Results
Currently, 23% of all the RAG pipelines on our iGPT platform 
run embedding models deployed on Intel Gaudi accelerators, 
and 100% of all the RAG pipelines in our iGPT platform use an 
Intel Xeon processor-based re-ranker model to enhance the 
quality of the RAG output. 

We recently introduced the Intel Gaudi accelerator-
based LLMs into our Citizen AI chat/agent environment, 
and we are allowing customers to choose when to use 
these models; at the time of writing this paper, 2% of 
the assistants created over the last two months are using 
them. We anticipate a significant increase in usage over 
the next few months, which will help us lower the cost 

per token (based on a study that demonstrated Intel Gaudi 3 
accelerators can produce more work per dollar than Nvidia 
H100 GPUs across the same set of inferencing workloads).6

Next Steps
As we continue to grow our cloud inference deployments 
using Intel Xeon processor- and Intel Gaudi accelerator-
based technology, Intel is collaborating with leading-
industry partners—including initiatives such as LLM-D—
to build heterogeneous solutions optimized for Intel® AI 
accelerators. Intel IT will use these cutting-edge solutions 
to enable cost-effective Citizen AI agentic workflows 
and achieve state-of-the-art inference performance 
with modern accelerators on Kubernetes.

6	  Source: Signal65, February 2025, “The New AI Accelerator Economic Landscape.”

https://www.intel.com/content/www/us/en/content-details/849557/intel-gaudi-3-ai-accelerator-performance-and-economic-analysis-white-paper.html
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Conclusion
Our use of Intel Xeon processors, Intel Gaudi accelerators, 
and the Intel AI for Enterprise Inference stack provides 
a cost-efficient and scalable infrastructure for LLM 
inferencing that can seamlessly integrate into existing 
infrastructures and drive Intel’s business growth. As the 
use of GenAI and agentic AI at Intel grows, we will be able 
to keep pace with demand while maintaining a low cost 
per token. Through the IT@Intel program, the solution 
development team is open to consultation or pilot requests 
and is eager to help other enterprises reduce costs and 
improve AI scalability by using Intel® technologies.

Related Content
If you liked this paper, you may also be interested in these 
related stories: 

•	 IT@Intel: Democratizing the Use and Development 
of Generative AI Across Intel

•	 IT@Intel: Agentic AI in the Enterprise

•	 IT@Intel: Training Machine-Learning Models 
on Intel® Gaudi® Accelerators

•	 IT@Intel: From Automation to Autonomy: Agentic AI 
is Transforming Intel Facilities Operations

For more information on Intel IT best practices, 
visit intel.com/IT

IT@Intel
We connect IT professionals with their IT peers 
inside Intel. Our IT department solves some of 
today’s most demanding and complex technology 
issues, and we want to share these lessons directly 
with our fellow IT professionals in an open peer-to-
peer forum.

Our goal is simple: improve efficiency throughout 
the organization and enhance the business value 
of IT investments. 

Visit us today at intel.com/IT or contact your local 
Intel representative if you would like to learn more.
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